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A day in your life

• Think about a day in your life
- What is the best road to take?
- Would there be any bad weather?
- How to invest my money?
- How is my health?

• There are many decisions that you can do 
better if only you can access the data and 
process them. 

http://www.flickr.com/photos/kcolwell/5
512461652/ CC licence

http://www.flickr.com/photos/kcolwell/5512461652/


Real Time Analytics

• Most first use-cases were of batch processing, 
which take minutes if not hours to run

• Many insights you rather want to have sooner
• Tomorrows weather 
• Heart condition 
• Traffic congestion 
• Natural disaster 
• Stockmarket Crash 



Realizing Real-time Analytics

• Processing Data on the fly, while 
storing a minimal amount of 
information and responding fast 
(from <1 ms to few seconds)

• Idea of Event streams 
• A series of events in time 

• Enabling technologies 
• Stream Processing (Storm, Flink)
• Complex Event processing 



Internet of Things

• Currently physical world and 
software worlds are detached  

• Internet of things promises to 
bridge this

• It is about sensors and actuators 
everywhere 

• In your fridge, in your blanket, in 
your chair, in your carpet.. Yes even 
in your socks 

• Google IO pressure mats



Vision of the Future

• Sensors everywhere
• Data collected from everywhere, analyzing, 

optimizing, and helping (and hopefully not 
taking over) 

• Analytics and Internet of things .. Immersive 
world 

• Big data and real-time analytics will be crucial. 
How far are we from realizing that?



Data Processing Landscape

Flink

Flink
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What Is Big Data?
• There is not a consensus as to how to define big data

“Big data exceeds the reach of commonly used hardware 
environments and software tools to capture, manage, and 
process it with in a tolerable elapsed time for its user 
population.”   - Teradata Magazine article, 2011

“Big data refers to data sets whose size is beyond the 
ability of typical database software tools to capture, store, 
manage and analyze.”  - The McKinsey Global Institute,  2011



Data is the new Oil. Data is just like crude. It’s 
valuable, but if unrefined it cannot really be used.

– Clive Humby, DunnHumby
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We have for the first time an economy based on 
a key resource [Information] that is not only renewable, 
but self-generating. Running out of it is not a problem, 
but drowning in it is.

– John Naisbitt



Where Does Big Data Come From?
• Science

• Data bases from astronomy, biology (e.g. genomics), 
environmental data, transportation data, …

• Humanities and Social Sciences
• Scanned books, historical documents, social interactions data, 

new technology like GPS, …
• Business & Commerce

• Corporate sales, stock market transactions, census, airline traffic, …
• Entertainment

• Internet images, Hollywood movies, MP3 files, …
• Medicine

• MRI & CT scans, patient records, …



An increasingly sensor-enabled and instrumented 
business environment generates HUGE volumes of 

data with MACHINE SPEED characteristics…

1 BILLION lines of code
EACH engine generating 10 TB every 30 minutes!
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Even more from there…

• Google processes 20 PB a day (2008)
• Wayback Machine has 3 PB + 100 TB/month (3/2009)
• Facebook has 2.5 PB of user data + 15 TB/day (4/2009) 
• eBay has 6.5 PB of user data + 50 TB/day (5/2009)
• CERN’s LHC will generate 15 PB a year



Characteristics of  big data

15Source:  IBM methodology

Big data spans four dimensions: 
Volume, Velocity, Variety, and Veracity



•Veracity: 1 in 3 business leaders don’t trust the 
information they use to make decisions. 
• How can you act upon information if you don’t trust it? 
• Establishing trust in big data presents a huge challenge 

as the variety and number of sources grows.
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The Applications of Big Data
Celestial body

Exobiology
……

Inheritance 
Sequence of 

cancer
……

Advertisement
Finding 

communities
……

SNA
Finding 

communities
……

Data Mining
Consuming habit

……

Changing router
……
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More Applications
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Renal Failure

no abdominal pain
no back pain
no cough
no diarrhea

(Thyroid Autoimmune)

Esophagitis

pravastatin
Alendronate

levothyroxine
hydroxychloroquine

Diagnosis Models

frequent UTI
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supine 120/80 mm HG

urine dipstick: 
leukocyte esterase

urine culture: E. Coli
heart rate: 88 bpm

Symptoms
A 58-year-old woman complains of 

dizziness, anorexia, dry mouth, 
increased thirst, and frequent 

urination. She had also had a fever. 
She reported no pain in her abdomen, 

back, and no cough, or diarrhea.

A 58-year-old woman presented to her 
primary care physician after several days 

of dizziness, anorexia, dry mouth, 
increased thirst, and frequent urination. 

She had also had a fever and reported that 
food would “get stuck” when she was 

swallowing. She reported no pain in her 
abdomen, back, or flank and no cough, 

shortness of breath, diarrhea, or dysuria

Family 
History

Her family history included oral and 
bladder cancer in her mother,
Graves' disease in two sisters,

hemochromatosis in one sister, and 
idiopathic thrombocytopenic 

purpura in one sister

Patient 
History

Her history was notable for cutaneous 
lupus, hyperlipidemia, osteoporosis, 

frequent urinary tract infections, a left 
oophorectomy for a benign cyst, and 
primary hypothyroidism, diagnosed a 

year earlier

Her medications were levothyroxine, 
hydroxychloroquine, pravastatin, and 

alendronate. 

MedicationsFindings
A urine dipstick was positive for 

leukocyte esterase and nitrites. The 
patient given a 

prescription fo ciprofloxacin for a 
urinary tract infection. 3 days later, 

patient reported weakness and 
dizziness. Her supine blood pressure 
was 120/80 mm Hg, and pulse was 88.

• Extract Symptoms from record
• Use paraphrasings mined from text to handle 

alternate phrasings and variants
• Perform broad search for possible diagnoses
• Score Confidence in each diagnosis based on 

evidence so far

• Identify negative Symptoms
• Reason with mined relations to explain away symptoms 

(thirst is consistent w/ UTI)

• Extract Family History
• Use Medical Taxonomies to generalize medical conditions 

to the granularity used by the models

• Extract Patient History• Extract Medications
• Use database of drug side-effects

• Together, multiple diagnoses may best explain symptoms
• Extract Findings: Confirms that UTI was present

Most Confident Diagnosis: DiabetesMost Confident Diagnosis: UTIMost Confident Diagnosis: EsophagitisMost Confident Diagnosis: Influenza

Putting the pieces together at point of impact can be game changing 
can be life changing



Outline

• What is Big Data
• The Framework of Big Data
• The Applications of Big Data
• The Challenges of Big Data
• Strategies for taming big data
• Outlook

21



Source:Challenges and Opportunities with Big Data 



The Framework of Big Data
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Big Questions about Big Data

• What happens in a world of radical transparency, 
with data widely available?

• If you could test all your decisions, how would that 
change the way you compete?



Big Data Analytics
Iterative & Exploratory
Data is the structure

IT Team
Delivers Data
On Flexible

Platform

Business
Users

Explore and
Ask Any Question

Analyze ALL Available Information

Whole population analytics 
connects the dots

Traditional  Analytics
Structured & Repeatable

Structure built to store data

Business
Users

Determine
Questions

IT Team
Builds System

To  Answer
Known Questions
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Available Information

Analyzed
Information

Capacity constrained down sampling 
of available information

Carefully cleanse a small information 
before any analysis

Analyzed
Information

The Big Data Approach to Analytics is Different

Analyze information as is & cleanse as 
needed & existing repeatable

Analyzed
Information



Big Data Analytics
Iterative & Exploratory
Data is the structure

Traditional  Analytics
Structured & Repeatable

Structure built to store data
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The Big Data Approach to Analytics is Different

?
Analyzed
Information

Question

DataAnswer

Hypothesis

Start with hypothesis
Test against selected data

Data leads the way 
Explore all data, identify correlations

Data

Correlation

All Information

Exploration

Actionable Insight

Analyze after landing… Analyze in motion…



Speed-up and Scale-up

• Performance Challenges: 
• Run lots of transactions quickly
• Run a single large query quickly

• “Speed-up” – 2 times the hardware, same work, ½ the time to finish

• “Scale-up” – 2 times the hardware, 2 times the work, same time to 
finish



• Clean Big Data
• Noise in data distorts 

• Computation results
• Search results

• Need automatic methods for “cleaning” the data
• Duplicate elimination
• Quality evaluation

• Computing Model
• Accuracy and Approximation
• Efficiency

The Challenges of Big Data
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• Efficiency requirements for Algorithm

• Traditionally, “efficient” algorithms
• Run in (small) polynomial time: O(nlogn)
• Use linear space: O(n)

• For large data sets, efficient algorithms
• Must run in linear or even sub-linear time: o(n)
• Must use up to poly-logarithmic space: (logn)2

The Challenges of Big Data
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 Abstract Model of Computing

Computing Model of Big Data

Approximation of 

Data

(n is very large)

• Approximation of f(x) is 
sufficient 

• Program can be 
randomized

Computer 
Program

Examples

Mean

Parity



 Random Sampling

Computing Model of Big Data

Query a few 
data items

Data

Examples

Mean

O(1) queries

Parity

n queries

Approximation of 

(n is very large)

Computer 
Program



• Advantages
• Ultra-efficient

• Sub-linear running time & space (could even be 
independent of data set size)

• Disadvantages
• May require random access
• Doesn’t fit many problems

Random Sampling
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 Sketching

Computing Model of Big Data

Data1 Data2Data1 Data2Sketch2Sketch1

Compress each
data segment into
a small “sketch”

Compute over
the sketches

Examples

Equality

O(1) size sketch

Hamming distance

O(1) size sketch

Lp distance (p > 2)

Ω(n1-2/p) size sketch
Approximation of 

(n is very large)
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 Data Streams

Computing Model of Big Data

Data

Computer 
Program

Stream through the data;
Use limited memory

Examples

Mean

O(1) memory

Parity

1 bit of memory

Approximation of 

(n is very large)



• Advantages
• Sequential access
• Limited memory

• Disadvantages
• Running time is at least linear
• Too restricted for some problems

Streaming
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Taming BIG DATA

o Divide & Conquer
o Partition large problem into 

smaller “independent” sub-problems 
– Can be handled by different workers

• Threads in a processor core
• Cores in a multi/many core processor
• Multiple processors in a machine
• Multiple machines in a cluster
• Multiple clusters in a cloud
• ……

Abstraction

Data



Taming BIG DATA

o Divide & Conquer
o Partition large problem into 

smaller “independent” sub-problems

oHow can distribution of work be done?

oLet’s look at a computational toy example 
(no data yet) … in Scala…

Data



Toy example

Source: https://darrenjw.wordpress.com/2014/02/23/parallel-monte-carlo-using-scala/

Construct a Monte Carlo 
estimate of an integral by 
using n random quantities

Step 1: 
create “normal” solution



Toy example

Source: https://darrenjw.wordpress.com/2014/02/23/parallel-monte-carlo-using-scala/

Construct a Monte Carlo 
estimate of an integral by 
using n random quantities

Step 2: 
rewrite solution



Toy example

Source: https://darrenjw.wordpress.com/2014/02/23/parallel-monte-carlo-using-scala/

Construct a Monte Carlo 
estimate of an integral by 
using n random quantities

Step 3: 
parallelize solution (local)

Remark: 
R programmers will 
find this very much 
analogous to using 
lapply() versus 
mclapply() 



Apache Flink Construct a Monte Carlo 
estimate of an integral by 
using n random quantities

Step 4: 
parallelize solution (cluster)
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How do we get data to the workers?

Compute Nodes

NAS

SAN

What’s the problem here?



Distributed File System

• Don’t move data to workers… move workers to the data!
• Store data on the local disks of nodes in the cluster
• Start up the workers on the node that has the data local

• Why?
• Not enough RAM to hold all the data in memory
• Disk access is slow, but disk throughput is reasonable

• A distributed file system is the answer
• GFS (Google File System) for Google’s MapReduce
• HDFS (Hadoop Distributed File System) for Hadoop

HDFS = GFS clone (same basic ideas)



Design Decisions

• Files stored as chunks
• Fixed size (64MB)

• Reliability through replication
• Each chunk replicated across 3+ chunkservers

• Single master to coordinate access, keep metadata
• Simple centralized management

• No data caching
• Little benefit due to large datasets, streaming reads

• Simplify the API
• Push some of the issues onto the client (e.g., data layout)



Horizontal Partitioning

DATE        AMOUNT
2009-03-02  $10.00
2007-12-13  $25.00
2008-04-19  $53.00
2008-01-19  $12.00
2008-05-20  $45.00
2009-03-21  $99.00
2009-01-18  $15.00

Server image from fundraw.com



(file name, block id)

(block id, block location)

instructions to datanode

datanode state
(block id, byte range)

block data

HDFS namenode

HDFS datanode

Linux file system

…

HDFS datanode

Linux file system

…

File namespace
/foo/bar

block 3df2

Application

HDFS Client

HDFS Architecture
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Big Challenge in Big Data

• The main question: How to convert big data into useable 
information by identifying patterns and deviations from 
those patterns?

• Big data challenge requires talents
• Highly skilled in programming and data analysis to extract 

meaningful information and insights



Job Opportunities in Big Data

• Resource: McKinsey (numbers in 1000s)

• There will be a shortage of talent necessary for organizations to take advantage of big data. 

• Big Data industry is worth more than $100 billion growing at almost 10% a year (roughly twice as fast as the 
software business)

Demand for Deep Analytical Talent (USA)



Related Careers in Big Data

• Data scientist
• Often at the top of the big data hierarchical chart
• Typically proven professionals who posses deep analytical talent

• Data architect
• Computer programmers who are skilled in working with undefined data and 

disparate types of data
• Data visualizer

• Professionals who are able to translate data into information that people can 
effectively use

• Data change agent
• Use data analytics to recommend and drive changes within an organization

• Data engineer and operator
• Designers, builders and managers of big data systems
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Summary

• Big Data is here – with applications in many disciplines
• New paradigm: use all available data and extract knowledge
• Analysis strategies can be:

• to sample from data, 
• reduction of the data (transformation), or
• distribution of the work (and the data)

• We will focus on the latter approach using Apache Flink (Scala)
• Further complication (never forget): data quality
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